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Interest rate derivatives modelling has come a long way since the early, pioneer papers by Vasicek, Cox-Ingersoll-Ross and Hull & White, among others. Riccardo Rebonato charts the key milestones in the journey from Vasicek to today's multi-factor stochastic volatility models

It all began in the late 1970s. It didn't look like much - it was just a collection of curves that could go up or down, but could not even produce a hump. Yet, with the set of apparently unexciting yield curves produced by Oldrich Vasicek in his 1977 paper An equilibrium characterization of the term structure, interest rate derivatives modelling as we understand it today was born.

Tracing step-by-step the changes from those inspired beginnings to the current state of modelling would make this article far too long (besides, I have already covered some of this historical material in Rebonato, 2002, and Rebonato, 2004a). What is more manageable - and appropriate in the context of this 20-year anniversary issue - is to highlight some broad themes in the long journey from Vasicek's paper to today's multi-factor, multi-currency, stochastic volatility interest rate models.

The first observation is that, despite their simplicity, the early interest rate models were actually very ambitious - in a way, much more ambitious than modern models, for all their mathematical sophistication. The first-generation models were trying to establish the value of a derivative by providing an overall, albeit very stylised, description of the real-world economy in its entirety, and combine this description with investors' aversion to risk.

Admittedly, this was a strange place to start, especially if we consider that the central insight of pricing-by-perfect-replication was that investors' aversion to risk does not matter. Nonetheless, risk-neutral valuation was still in its infancy, and the idea that derivatives inhabited a world of their own - their own equivalent measure - had not fully entered common modelling thinking. The objective, real-world measure was the natural place to start.

In short, the early modellers, Cox-Ingersoll-Ross, Hull & White, Brennan & Schwartz and Longstaff & Schwartz, were still trying to anchor derivatives pricing to economic fundamentals and to explain the 'real world out there' - not just a minute portion of it.

This thinking influenced the standards against which these early models were judged. It was then, as now, accepted that models are by necessity imperfect, approximate and at times even crude. However, in those early days, the hallmark of a good model was not thought to be its ability to reproduce certain aspects of reality to five decimal places - for instance, the market-given implied volatility - if it meant describing other aspects of the economy in a completely unsatisfactory manner. A good model was required to strike a judicious balance between relative accuracy and having to account for all the different aspects of what it sought to explain.

This 'purer' view of modelling did not survive for long. What is interesting is that market dynamics, rather than theoretical considerations, led the transformation. I will discuss in the closing paragraphs of this article whether this change in modelling focus really was a great loss. For the moment, it is fair to say that in the early days, derivatives pricing was not yet, in Larry Summer's famous 1985 put-down, 'ketchup economics'. However, it would soon be marching in that direction with impressive speed.

New focus
Over time, models became more and more focused on what they were trying to describe, and correspondingly more adept at doing so. This is all well and good, but it should not be forgotten that the more a model describes perfectly by construction, the less it explains. The Vasicek, Cox-Ingersoll-Ross or Longstaff & Schwartz models might well have failed to exactly recover the market yield curve, but at least they were attempting to explain it. Those early models said: 'If these are the true drivers of the yield curve (the short rate, its volatility, etc), these are the possible shapes the yield curve can assume. If it doesn't, there may be a trading opportunity.'

Admittedly, it would have taken a courageous trader to take a no-questions-asked leap of faith and enter a position on the belly of the yield curve based on the hyper-stylised description of the economy of the Cox-Ingersoll-Ross model. But at least the model would have given traders food for thought as to why reality did not conform to theory, and perhaps suggested a course of action that would combine theory with empirical market observations.

As soon as the Ho-Lee and, shortly thereafter, the Black-Derman-Toy and Hull & White models were introduced, any yield curve, no matter how implausibly twisted, could be recovered by construction. The option trader's life had been made a little bit easier by these models. The same trader, however, had also lost a tool - albeit an imperfect one - to formulate a view on the shape of the curve.

Perhaps this was no great loss. These were the years (the late 1980s and early 1990s) when a division of labour was developing within banks. At that time, directional (delta), option (vega and gamma) and exotic risks were handled by different desks. As soon as this happened, the main concern for the trader pricing the first caplets and swaptions was that the underlying (that is, the relevant portion of the yield curve) would be priced correctly. And this is what the second-generation Black-Derman-Toy and Hull & White models were doing by construction.

These models were trying to explain the volatility of caplets and swaptions by saying: 'given that investors' expectations and aversion to risk had produced this exogenous yield curve, and given the dynamics of its drivers, this is what the volatilities should look like'. This was their explanatory power. Their success or failure in this new task was the new standard against which they had to be measured.

The next important stage in interest rate modelling was ushered in by the Heath-Jarrow-Morton/Libor market model/Brace-Gatarek-Musiela class of models. The big difference with respect to previous approaches was that, as well as an arbitrary yield curve, an exogenous arbitrary term structure of (at-the-money) volatilities could now be recovered by construction. Once again, the life of the trader was made simpler but, at the same time, more complex. Simpler because being able to fit exactly to a quantity that was up to that point only imperfectly, if at all, recovered has obvious benefits. More complex because the market only pays compensation for undiversifiable risk, and if the new technology gave all players a better risk management handle on the level of volatilities, the next juicy margin could only be expected to be made from the residual risk - perhaps the term structure of the smile, or risk reversal, straddle, volga and vanna risks.

Overall profit margins shrunk as the new modelling technologies, developed to handle the easier risks (the level-of-volatility risk), became established. But what was left to the trader to risk manage was really and truly the residual modelling toxic waste. Both risk and reward may have been reduced for the exotic options trader, but not to the same extent. Indeed, a modelling consensus has still to crystallise on how to handle these subtler aspects of derivatives risk management, despite many ingenious but partial solutions.

Side effects
A rather unsatisfactory side effect arose from the ability to accurately calibrate market models to more and more observable inputs. Very good simultaneous fits became achievable for caplets and swaptions and (often) for large portions of the respective smile surfaces. The cost to be paid for these good fits was the introduction of different sources of time-inhomogeneity to the models - either forward-rate specific or time-dependent parameters, or both. Ultimately, when all the mathematical dust has settled, a lack of time-homogeneity simply means the future will not look like the past we know, and will do so in a way dictated by the (over-fitted) model, not by traders' views. Not a good place to be - and not a good way to price long-dated options.

Unfortunately, quants and traders developed an obsessive focus on fitting as many market inputs as possible, as accurately as possible, with very little consideration of the trade-off between goodness of fit and financial plausibility of the model. Make no mistake - fitting to today's market is extremely important, if for no other reason than this fit will reflect the hedging costs the trader will incur the moment he or she completes a deal. However, if this is achieved at the expense of having a strongly time-inhomogeneous model or a model that requires a continuous one-way recalibration, the price may be too high.

Why is that the case? Because there is far more to recovering a time-homogeneous evolution of the smile surface than an aesthetic pleasure: time-inhomogeneous parameters imply future smiles that bear no resemblance to smile surfaces that have been observed in the past. And implausible future smiles mean implausible future implied volatilities and, therefore, implausible future re-hedging costs.

Today's hedging costs are indeed important, but they are by no means the be-all-and-end-all of options pricing. Should we worry? To answer this question, and to understand why interest rate derivatives modelling has evolved the way it has, we must turn to the market-driven changes I mentioned in the opening paragraphs.

Driver
The latest, but possibly the most important, driver for the development of interest rate products and models has been the hunger for yield that has been a pervasive characteristic of all derivatives (and non-derivatives) markets over the past 10 years or so.

In the low rate environment, a variety of investors have turned to structured products in an attempt to bolster returns - for instance, pension funds faced with dwindling nominal returns and extending longevity projections, insurance companies with fixed nominal liabilities and high-net-worth individuals who have seen real (post-inflation) yields plummet. A classic way for investors to achieve yield enhancement has been to sell volatility in return for premium.

As a consequence, trading desks have found themselves at the receiving end of a seemingly never-ending supply of volatility, and have progressively lowered their appetite for adding more volatility risk to their already bloated inventories. In simple terms, they lowered their volatility bids. This has had the effect of depressing the levels of implied volatilities - that is, the levels at which traders would be willing to add new long option positions to their books.

This is natural enough, but has had unwelcome consequences for those yield-hungry investors who have not already locked in (or need to roll) their yield enhancements. If an investor had to sell a certain amount of volatility risk yesterday to achieve a given yield pick-up, selling that same amount of volatility risk today would result in lower returns. If the investor's target is fixed in nominal terms (for instance, an insurer that has promised fixed-rate returns), or increases with decreasing rates (a pension fund, for example), there aren't too many ways of achieving the desired yield target - the investor could lengthen the maturity of the investment, add digital risk or increase leverage.

If this view is correct, what has remained constant in the past 10 years is not the risk appetite of investors (the constant market price of risk of the early models), but the magnitude of the nominal returns they have to achieve. It is as if, beyond a certain level, the usual utility-maximisation calculus of risk/return trade-offs went out the window, and what had to give was the appetite for risk, not the level of attainable returns for a given risk aversion.

One may counteract that historical, as well as implied, volatilities have been declining in most asset classes. In this view of the world, investors would be happy to embark on more leveraged, long-dated or 'dangerous' structures simply because, as testified by the low levels of realised volatilities, the sky is blue and there are no clouds on the investment horizon. Under this premise, implied and historical volatilities tell the same benign story - markets are still informationally efficient and the overall risk taken on by investors (their risk aversion) has not significantly increased.

There is merit in this Panglossian view of the investment landscape. Yet one important missing ingredient should not be overlooked. Those dealers at the receiving end of all those long-volatility trades naturally find themselves long gamma. And if a 30-year product has a callability feature after, say, two years, the only way to recover the high initial yield typically paid to the investors is to trade this gamma furiously. This trading activity has the effect of 'pinning' prices and rates: as soon as a rate increases, the long-gamma trader will sell it; as soon as it declines, the trader will buy it. This negative feedback mechanism, caused by the same trades that forced down implied volatility, generates a dynamic that depresses realised volatility as well.

This mechanism is far from new and used to be well understood in specialised areas such as convertible-bond trading - the trader who has hedged the delta and the credit risk of a convertible ends up long vega and gamma, and has to monetise this value by selling as the equity price climbs and buying as it falls. If my view is correct, however, this type of feed from implied to realised and back to implied volatility has ceased to be a specialised feature of a niche market, but has become a pervasive aspect of derivatives markets in general.

What consequence does this have for modelling? The first is rather technical but, in my view, very important. If pinning behaviour is indeed at play, the result is a change in the distributional features of the underlying. Under normal conditions the realised moves are very small, but under exceptional circumstances the long-gamma trades that pin the prices become insufficient to contain the tide, and rates and prices break away. This is another way of saying that distributions become more fat-tailed, and that six-sigma events become more and common (as long as the sigma is, of course, estimated during the normal periods of depressed volatility).

If correct, this is not good news for the current state of modelling, which has firmly embraced the diffusive framework (although possibly with stochastic volatility) and has eschewed the jump-diffusion (Levy-process) route. This is not just a technical nicety, but suggests that the analytical and risk management tools at the disposal of the trader may be well calibrated to the run-of-the-mill market conditions, but may be found wanting just when they are needed most - in periods of market turmoil.

Nostalgia
This brings me to the closing considerations of this whistle-stop tour of interest rate derivatives pricing over the past 30 years. We started from what might have sounded like nostalgia for the good old modelling days, when men were men and modellers knew what to model. Yet the interest rate derivatives industry has been growing not only at an amazing pace, but also by and large successfully. There have, of course, been some losses along the way, but the most egregious ones were, to a large extent, self-inflicted.

Despite these hiccups, the market has successfully grown in volume, depth and sophistication. How have these myopic and blinkered traders, which I described above as having an obsessive focus on narrower and narrower aspects of modelling reality, been faring so well for so long? The answer lies in the fact that traders no longer engage in the kind of model arbitrage that would have been at the back of the minds of the early holistic modellers.

Pitting one's 'superior' model against the model of a competitor is not how exotics traders now make money. I don't know whether the life of a model arbitrageur is brutish and nasty, but events from 1998 onwards have shown that it is certainly short. Model arbitrage, which requires a superior description of the underlier to produce superior hedge ratios, is not only dangerous but for the banking industry is also substantially a zero-sum gain. If this were not bad enough, the introduction of new accountancy rules (for instance, IAS 39 and its justifiable reluctance to recognise model values) and changes in risk management practices have conspired to make life difficult for the model arbitrageur.

What makes more sense for the industry as a whole is therefore to provide investors with the service they require (the yield pick-up if their views are correct) and to demand compensation for the residual volatility risk they are forced to warehouse. And this works (most of the time) reasonably well because of the intrinsic robustness of option pricing by replication.

As I have shown elsewhere (Rebonato, 2004b, chapters 13 and 14), so long as there is no market dislocation, hedging can be surprisingly effective even if the trader does not know the true model - at least so long as certain quantities (for instance, the realised quadratic variation) can either be guessed with acceptable accuracy or reasonably - not exactly! - hedged against. The Black-Scholes-Merton paradigm, of which the current interest rate models are a direct offspring, allowed a massive industry to be built on its shoulders, not because it was extremely accurate, but because it was remarkably robust. This is the property traders so successfully exploit in their daily customer-facing practice.

Flies
There are two flies in the ointment, however. The first is that the Black-Scholes-Merton paradigm may be remarkably robust, but is not infinitely so. The conditions where virtually all models will let their users down are the dislocations that periodically visit the market. These perfect storms have always been accepted as part and parcel of the profession of an exotics trader, so long as they are truly rare and exceptional.

But are they? I have suggested that pinning trades on a massive scale are a possible cause for the current coincidence of low implied and realised volatilities. If my view is correct, the relatively benign landscape punctuated by rare nasty events may not be with us for much longer. The financial markets may have become intrinsically more brittle, moving little or not at all under modest-to-moderately-severe stresses (that is, as long as the pinning trades do their job), but then suddenly gapping with few warning signs under events that, a priori, may have seemed not so exceptional. As the joke goes, it may indeed become true that six-sigma events are more and more common these days.

The second cloud on the horizon comes from the ever-increasing length of derivatives deals. This brings in a host of problems. First of all, when the expiry of a derivatives trade is 30 years or more, it no longer makes sense to pigeon-hole it as foreign exchange, equity or interest rate. All derivatives of such maturities are hybrids, and interest rate and credit considerations cannot just be swept under the carpet. Unfortunately, this is not how modelling and trading has developed in most banks. My prediction is that in five years' time, the most successful players in the derivatives industry will be those that have been better at making the required technological, modelling and institutional transformations. Not an impossible task, but not an easy one, either.

Very long-dated trades can also shift the locus of pain in derivatives risk management. When risk-managing a five-year option, the quickest way to lose a lot of money is to have a six-sigma event close to expiry. The gamma risk, of course, remains. But when the maturity of a deal extends over several generations of traders, the small, drip-drip bleeding of money coming from a continuous, one-way recalibration of the model can be just as damaging in terms of cumulative loss. And a continuous, one-way recalibration of a model is a direct consequence of an excessive focus on matching market prices for hedging instruments today, without worrying too much about the future re-hedging costs (the time-inhomogeneity of the model I was referring to earlier).

None of these problems will be the end of interest rate derivatives trading and modelling. Traders, modellers and risk managers have shown themselves to be far more inventive and resourceful than the doomsters and the naysayers. However, the earlier the trading community realises this is no time for complacency and that the sky may not be as blue as it seems, the better prepared the industry will be to tackle these problems.

- Riccardo Rebonato is global head of market risk and global head of quantitative research at RBS in London, and visiting lecturer at Oxford University. Email: riccardo.rebonato@rbos.com
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